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ABSTRACT This paper describes a set of experiments on 
training and search techniques for development of a 
neural-network based continuous digits recognizer. When 
the best techniques from these experiments were combined 
to train a final recognizer, there was a 56% reduction in 
word-level error on the continuous digits recognition task. 
The best system had word accuracy of 97.67% on a test set 
of the OGI 30K Numbers corpus; this corpus contains 
naturally-produced continuous digit strings recorded over 
telephone channels. Experiments investigated the effects 
of the feature set, the amount of data used for training, the 
type of context-dependent categories to be recognized, the 
values for duration limits, and the type of grammar. The 
experiments indicate that the grammar and duration limits 
had a greater effect on recognition accuracy than the 
output categories, cepstral features, or a doubling of the 
amount of training data. In addition, the forward-
backward method of training neural networks was 
employed in developing the final network. Key words: 
speech recognition, neural networks, digit recognition. 

1. Introduction 
Despite many improvements over the years in feature 
representation and training methods, the performance of 
automatic speech recognition systems is still far inferior to 
human performance, especially for telephone-channel 
speech. Our current research on improving recognition 
performance focuses on the telephone-speech continuous 
digits task. Despite its apparent simplicity, this task is 
known to be quite difficult, in large part because statistical 
language models can not be employed. 

The platform for research and development of our 
recognizers is the CSLU Toolkit [1], described in more 
detail below. We have developed a set of procedures 
within the Toolkit for training recognizers on tasks such as 
continuous digit recognition, and a step-by-step tutorial is 
available [2]. The recognition systems described in this 
paper are frame-based hybrid HMMJ ANN recognizers 
with context-dependent categories. The method for 
training such systems is simple enough that a bright high-
school student can complete the tutorial in a few days. On 
the continuous digits task, the training procedure yields 
recognition results that compare favorably to standard 

HMM systems [3]. This paper shows how competitive 
performance was achieved by optimizing several of the 
parameters used in training and searching. Our 
experiments focused on the choice of feature set, the 
amount of data used for training, the type of context-
dependent categories to be recognized, the values for 
duration limits, and the type of grammar1. 

2. The CSLU Toolkit 

2.1. Toolkit Overview 
The CSLU Toolkit is a comprehensive software 
environment that integrates a set of speech-related 
technologies, including speech recognition, natural-
language parsing, speech synthesis, and facial animation. 
The Toolkit has been developed to support speech-related 
research and development activities for a wide range of 
users and uses, and it features GUI authoring and analysis 
tools that enable rapid development of desktop and 
telephone-based speech applications. It is currently used, 
among other places, at the Tucker-Maxon Oral School in 
Portland, Oregon, to create interactive learning 
experiences for both hearing and profoundly deaf children. 
The Toolkit is available at no charge for academic use, and 
can be downloaded over the Internet [4]. Among other 
topics, the Toolkit is designed to enable users to: 
• rapidly design spoken language systems for real 

applications with easy-to-use authoring tools, even if 
the user is unfamiliar with spoken language 
technology; 

• learn about spoken-dialogue systems as well as the 
fundamentals of speech through coursework 
incorporated into the tools; and 

• perform research on the underlying technologies and 
incorporate research advances into working systems 
for evaluation in real applications. 

1 Although a grammar in which any word can follow any other 
word is quite simple, there are some implementation choices that, 
as will be seen, can have a large impact on recognition 
performance. 

Australian Journal of Intelligent Information Processing Systems Summer 1998 

I 



278 

2.2. Levels of the Tool kit 

2.2. 1 Too/kit Core Level 
The core of the Toolkit consists of a set of modules that 

implement technology that is fundamental to all aspects of 
speech processing and facial animation. These modules 
are written in C and form an application programming 
interface (API) that is hardware and operating-system 
independent. The modules contain routines for signal 
processing, training artificial neural networks (ANNs) and 
Hidden Markov Models (HMMs), pipelined speech 
recognition with a Viterbi search, and telephone and 
microphone interfaces. The modules also include a robust 
natural-language parser [5], an enhanced version of the 
Festival text-to-speech system [6] originally developed at 
the University of Edinburgh, an animated talking face 
called Baldi [7] that was developed at the University of 
California, Santa Cruz, and public-domain dictionaries. 
The modules are grouped into functional libraries that are 
dynamically linked and loaded at run time, allowing the 
application to scale in terms of resources. The modules 
can be linked directly into a C program or individually 
loaded into a programming shell, as needed. This 
architecture allows the Toolkit to be easily extended by an 
individual researcher. Great care was taken to design all 
of the core components to operate in as efficient and 
consistent a manner as possible, with special attention 
given to modularity, portability, and extendibility. 

2.2.2 Too/kit Shell Level 
The main application level of the Toolkit is a 

programming shell called CSLUsh (pronounced "slush"). 
CSLUsh incorporates the core technology modules with 
the well known, freely available, and easy-to-learn Tclffk 
scripting language. Each C-language module is made 
available as a Tcl scripting command, and data are 
referenced as objects that can travel a network or be saved 
to disk in a device-transparent way. A CSLUsh 
application is built by using Tcl or Tk commands to call 
the core modules and manipulate the returned objects . 

2.2.3 Too/kit GUI Application Level 
At the highest level of the Toolkit are sophisticated 

GUI applications that allow rapid development of spoken 
language systems or the display and editing of speech data. 
These applications are written using CSLUsh and provide 
the user with an intuitive, powerful interface to the 
underlying speech technology. One such application is 
the Rapid Application Developer (RAD); RAD provides 
developers of speech applications with a graphical 
authoring environment for constructing interactive 
systems. With RAD, the developer can easily control 
Baldi's speech and appearance, modify the recognition 
vocabulary and parameters, employ clickable images, and 
play audio files. 

A second application is Speech View, which allows 
users to create new waveform and label files, display data 
(such as spectrograms) that are associated with a 
waveform, and modify existing waveforms and label files. 
Several independent waveform windows, each with zero or 
more spectrogram and label windows, may be displayed 

simultaneously within Speech View for comparison and 
manipulation. Several spectrogram formats with user-
defined signal processing and display options are avail-
able, and waveform sections corresponding to a phoneme 
or word label can be played back in isolation from adjacent 
phonemes or words. 

Finally, it should be noted that individual researchers 
can modify any level of the Toolkit, adding or changing 
the C modules, CSLUsh scripts, or end-user applications to 
suit their own needs. 

3. Recognition Framework 
The method for training neural network recognizers using 
the Toolkit consists of executing a sequence of CSLUsh 
scripts using description files that specify aspects of the 
corpora, the training conditions, and the recognizer 
architecture. In order to train a new recognizer, the 
description files are created and the CSLUsh scripts are 
used to perform the steps of file collection, category 
mapping, data generation, data selection, network training, 
and network evaluation. The same scripts can be used to 
train task-specific or general-purpose recognizers, using 
one corpus or multiple corpora. Recognizers can be 
trained in different languages; to date, the authors are 
aware of the CSLU Toolkit being used to train recognizers 
in English, Italian, Korean, Mexican Spanish, and 
Vietnamese. 

v ocabulaxy, 
grammar 

Figure 1. Graphical overview of the recognition process, 
illustrating recognition of the word "two". 

Figure 2. 
vocabulary. 

0.1 
HMM state sequence for a two-word 

The basic framework for the Toolkit's hybrid 
HMMI ANN speech recognition systems is illustrated in 
Figures 1 and 2. These systems use features that represent 
the spectral envelope (warped to emphasize the 
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perceptually-relevant aspects [8, 9]) and its energy given a 
fixed window size. These spectral features are computed at 
every 10-msec frame in the utterance and are input to the 
neural network for classification. The neural network 
receives not just the features for a given frame, but a set of 
features for the given frame and a fixed, small number of 
surrounding frames. This "context window" of features is 
used to provide the network with information about the 
dynamics of the speech signal. 

At each frame, the neural network classifies the 
features in the context window into phonetic-based 
categories, estimating the probabilities of each category 
being represented by that set of features. The result of the 
neural network processing is a CxF matrix of probabilities, 
where C is the number of phonetic-based categories, and F 
is the number of frames in the utterance. The word or 
words that best match this matrix of probabilities is 
determined using a Viterbi search, given the vocabulary 
and grammar constraints. The search is usually thought of 
as traversing a state sequence (illustrated in Figure 2 with a 
simple two-word vocabulary), where each state represents 
a phonetic-based category, and there are certain 
probabilities of transitioning from one state to another. 

The major difference between this framework and 
standard HMM systems is that the phonetic likelihoods are 
estimated using a neural network instead of a mixture of 
gaussians. Using a neural network to do this estimation 
has the advantage of not requiring assumptions about the 
distribution or independence of the input data. and neural 
networks easily perform discriminative training [10]. 
Also, neural networks can be used to perform recognition 
much faster than standard HMMs. A second difference is 
in the type context-dependent units; whereas standard 
HMMs train on the context of the preceding and following 
phonemes, our system splits each phoneme into states that 
are dependent on the left or right context, or are context 
independent. 

4. Corpus 
The OGI 30K Numbers corpus [11] was used for training, 
development, and testing the continuous digits recognizers. 
The data in this corpus were collected from thousands of 
people within the United States who recited their telephone 
number, street address, ZIP code, or other numeric 
information over the telephone in a natural speaking style. 
The data were collected from a large number of speakers 
from different backgrounds in different environments, and 
the corpus contains a noticeable amount of breath noise, 
glottalization, background noise (including music), and 
other "real-life" aspects that tend to make automatic 
speech recognition difficult. Of almost 15,000 utterances, 
approximately 6600 utterances have been transcribed and 
time-aligned at the phonetic level by professionallabelers. 
The data have been labeled using Worldbet [12], and all 
phonetic symbols in this paper use the Worldbet notation. 
For the .experiments reported here, we used those 
utterances that contain only the eleven digits (the numbers 
zero through nine, as well as "oh"). Before separating the 
data into training, development, and test sets, about 5% of 
the corpus was culled for independent testing and set aside. 
Three speaker-independent partitions were created from 
the remaining data: 3/5 for training (6087 files, of which 
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2547 Were hand-labeled), l/5 for development testing 
(2110 files), and 1/5 for final testing (2169 files). The 
development partition was further split into five sets of 
roughly 500 files each, and unless otherwise noted, the 
development results reported in this paper are for the first 
of these five sets (423 files2). This subset of the 
development set was used in order to be able to evaluate 
word-level performance with a large number of networks 
and search parameters in a reasonable amount of time. 

5. Baseline System 
The baseline system was trained using approximately the 
same method and parameters as the digits recognizer in the 
March 1998 release of the CSLU Toolkit. 

One of the first steps in training the baseline system 
was to automatically map the hand-labeled phonetic 
symbols to a consistent set of symbols suitable for training. 
For example, the second vowel in the word "seven" was 
mapped to the single vowel 1&1 (Worldbet notation for a 
neutral vowel), as there was a high degree of variability in 
the way that this vowel was labeled. In addition, the /oU 
9r/ phonemes in the word "four" were merged into one l>rl 
phone, and the lkh s/ phonemes at the end of the word 
"six" were merged into one phone represented by the 
symbol/ks/. Finally, very short pauses (with duration less 
than 30 msec) were removed in order to improve the 
number of available contexts, and glottalization labels 
were merged into the surrounding vowels. 

The system was trained to recognize context-dependent 
units. For left and right contexts, pauses and stop closures 
were mapped to the symbol /uc/ (unvoiced closure), and 
dentals (/th/,/s/, and the right half of lksl) were mapped to 
the broad-category symbol /den/; otherwise the contexts 
were phoneme-specific. Each phoneme was split into one, 
two, or three sub-phonetic parts. The left part is dependent 
on the context of the preceding phoneme (or phonetic 
broad category), the center part (if any) is context 
independent, and the right part is dependent on the 
following phoneme (or phonetic broad category). 
Phonemes that remain as a one-part phoneme can either be 
context-independent (for example, /.paul) or dependent on 
the following phoneme (for example, /thl). 

The system was trained using 13 MFCC [9] features 
(12 cepstral coefficients and 1 energy parameter) plus their 
delta values, with a 10-msec frame rate. Cepstral-mean 
subtraction (CMS) [13] was performed, with the mean 
computed using all frames of data. The input to the 
network consisted of the features for the frame to be 
classified, as well as the features for frames at -60, -30, 30, 
and 60 msec relative to the frame to be classified (for a 
total of 130 input values). As many as 2000 samples per 
category were collected for training. Neural-network 
training was done with standard back-propagation on a 
fully-connected feed-forward network. The training was 
adjusted to use the negative penalty modification proposed 
by Wei and van Vuuren [14]. With this method, the non-
uniform distribution of context-dependent classes that is 

2 In order to keep the development subsets speaker-independent, 
the subsets could not be split so that they each contained the 
same number of files; the first of these sub-sets happened to 
contain only 423 files. 
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dependent on the order of words in the training database is 
compensated for by flattening the class priors of 
infrequently occurring classes; this compensation allows 
better modeling for an utterance in which the order of the 
words can not be predicted. 

Typical state duration models yield a Geometric 
distribution of state occupation, with rapidly decreasing 
likelihood of remaining in a given state as time increases. 
This shortcoming has been addressed before, by applying 
duration models based on Gamma distributions [15] as 
well as duration probabilities based directly on the training 
data [16]. In our implementation, transition probabilities 
were set to be all equally likely, so that no assumptions 
were made about the a priori likelihood of one category 
following another category. In order to make use of a 
priori information about phonetic durations, and to 
minimize the insertion of very short words, the search was 
constrained by specifying minimum duration values for 
each category, where the minimum value for a category 
was computed as the value at two standard deviations from 
the mean duration. During the search, hypothesized 
category durations less than the minimum value were 
penalized by a value proportional to the difference 
between the minimum duration and the proposed duration. 

The grammar allowed any number of digits in any 
order, with optional silence between digits. In addition, a 
special word called "garbage" was allowed at the 
beginning and end of each utterance to account for out-of-
vocabulary sounds. This "garbage" word consisted of a 
single context-independent category (also called 
"garbage"); the value for this category was not an output 
of the neural network, but was computed as the ~-highest 
output from the neural network at each frame [17]. For 
example, if a neural network has three output values at one 
frame, {0.10, 0.60, 0.30}, and N is 2, then "garbage" at 
that frame is 0.30 (the second-highest value). In this 
study, N was set to 5; this value was empirically 
determined by varying N until a roughly equal error rate 
between insertions and deletions was obtained on our task. 

Training was done for 30 iterations, and the "best" 
network iteration was determined by word-level evaluation 
of the final 15 iterations on the development-set data. 
Then, each waveform in the same hand-labeled training set 
was then recognized using this best network, with the 
result constrained to be the correct utterance. This 
process, called "forced alignment," was used to generate 
time-aligned category labels. These force-aligned 
category labels were then used in a second cycle of 
training, and evaluation was repeated to determine the 
final digits network. 

6. Experiments 
We evaluated several aspects of training a digit recognition 
system, including the feature set, the amount of data used 
for training, the type of context-dependent categories, the 
values for duration limits, and the type of grammar. Once 
these experiments were completed, we trained a final 
system using forced alignment and the forward-backward 
method (18]. Each of these aspects is described in more 
detail below. 

6.1. Features 
As was noted by Bamard et al., "When speech 

recognition is performed with neural [networks], one 
should try to capture the important features of the desired 
output classes by features with invariant meaning. This 
will often require considerable knowledge of the speech 
problem ... " [19]. Although our knowledge of human 
speech processing is limited, the first set of experiments 
was designed to determine which of the commonly used 
feature types, if any, are more suitable for classification by 
the neural network. We evaluated word-level performance 
of two common feature representations with and without 
their delta values. 

Ten sets of features were evaluated: 13th-order MFCC 
with delta values (as used in the baseline system, referred 
to as MFCCJ3D), 13'h-order MFCC with no delta values 
(MFCC13), 91h-order MFCC with and without delta values 
(MFCC9D and MFCC9), 13th -order and 9th -order PLP 
with and without delta values (PLP13D, PLP13, PLP9D, 
PLP9), a combination of l31h-order PLP and 13th-order 
MFCC (PM13), and a combination of 9th-order PLP and 
9th -order MFCC (PM9). 

The evaluation of the combination of PLP and MFCC 
features was motivated by the hypothesis that training with 
the two slightly different representations might provide 
somewhat more robustness . 

The evaluation of each type of feature with and without 
delta values was motivated by the belief that the neural 
networks should, in theory, be able to learn the 
information provided by the delta values without having 
these values provided explicitly; the context window 
provided to the network already includes information 
about how the signal changes over time. By not using 
delta values, a smaller number of parameters needs to be 
estimated during training, which has the potential to make 
the training data easier to learn. 

Two different cepstral orders (9 and 13) were used to 
test if the default value of 13 is an over-representation of 
the signal; with a sampling rate of 8000 Hz, there are on 
average only 4 formants, and the signal should be 
adequately represented by 2 cepstral coefficients per 
formant plus an additional coefficient to approximate the 
effect of the glottal source. Again, the smaller number of 
parameters required by a lower cepstral order may make 
the training data easier to learn. 

All features were computed using RASTA [20] pre-
processing, which filters out both very fast and very slow 
changes from the short-time spectrum. In an initial set of 
experiments [21], CMS was used with the MFCC 
parameters and RASTA was used with the PLP parameters 
to further distinguish the two methods. However, it was 
noted that the CMS processing was not pipelined, and so 
the entire waveform was used to compute the mean before 
doing subtraction. RASTA, on the other hand, does not 
look ahead in time when doing normalization. This may 
have given the MFCC/CMS combination a slight 
advantage over the PLP/RAST A combination. In a real-
time system, where the utterance is processed in short 
segments, CMS will not have access to the entire 
waveform and may yield different results; RASTA, on the 
other hand, will give the same results. In order to have the 
results of these experiments generalize to real-time 
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systems, RASTA was used for all experiments reported in 
this paper. 

6.2. Duration Limits 
As noted in Section 5, duration limits are used to control 
the number of insertions of very short words. When there 
is a state transition during the Viterbi search, a check is 
made to see if the amount of time spent in that state is less 
than a minimum value. If the duration is less than the 
minimum, then a penalty is applied, with the penalty being 
linearly proportional to the difference between the 
proposed state duration and the minimum duration. (In a 
similar way, maximum duration limits are also applied, but 
their effect is not nearly as great as the minimum limits.) 
In the baseline system, the minimum and maximum values 
were set equal to two standard deviations from the mean 
duration. This was done to remove outlier durations that 
are not representative of their category (such as when 
phoneme deletion is not accounted for in a word model). 

The formula for computing default minimum duration 
values was implemented based on educated guesses about 
the nature of phonetic durations. Our experiments on 
duration limits were motivated by the need for empirical 
justification for duration limit values. We evaluated each 
of the 10 recognizers trained with the features described 
above using four types of duration limits: with minimum 
duration values taken at two standard deviations from the 
mean (the default, referred to as 2SD), from the 2nd 

percentile of all duration values (2P), from the 5th 
percentile of all duration values (5P), and from the 8th 
percentile of all duration values (8P). 

The motivation for comparing the standard-deviation 
based limits with the percentile-based limits was related to 
assumptions about the distribution of the data. It was 
thought that although two standard deviations from the 
mean might be an appropriate value if the data are 
normally distributed, a percentile-based method may be a 
more reasonable method of removing outliers if the data 
are not normally distributed. 

6.3. Grammar 
The grammar for the baseline digits recognition system 
was defined as 

[separator] <digit [silence]> [separator] 
where square brackets ([]) indicate optional items, and 
angle brackets ( <>) indicate one or more repetitions. The 
separator word was defined as 

silence [garbage] silence 
where garbage, as noted in Section 5, was a context-
independent single-category word, with the category 
computed as the 5th-highest output from the neural network 
at each frame. This grammar allows optional silence 
between words and will be referred to as the SIL grammar. 

We also investigated the use of a grammar that allows 
optional garbage to occur between words as well as 
silence. This grammar was defined as 

[separator] <digit [separator]> [separator] 
and will be referred to as the GAR grammar. 

The motivation for evaluating both of these grammars 
was to test whether the optional pauses between words are 
modeled sufficiently well by the silence category, or 
whether a more complex model is needed. The risk of 
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using the GAR grammar was that the number of deletions 
would increase, by having valid words recognized as 
garbage. On the other hand, it was thought that the GAR 
grammar might provide better modeling of the non-speech 
sounds that may occur between words. 

6.4. Categories 
As mentioned in Section 3, the networks are trained to 
recognize context-dependent categories. The contexts of 
each category can be either phoneme-specific or contain 
broad classes of similar phonemes; we evaluated all ten 
sets of features with both types of contexts: phoneme-
specific (the default, PHON) and broad-class (BC). The 
broad classes of phonetic contexts are specified in Table 1. 
(The notation "_1" indicates that the context occurs on the 
left side of a phoneme; the "_r" notation indicates a 
context occurring on the right side of a phoneme.) The 
PHON recognizer had 218 outputs, and the BC recognizer 
had 149 outputs. 

name of phonemes in 
broad class broad class 

bck l oU w u 
bck r oU w 
den 1 s z th T ks 
den r s z th T 
lab f V 

ret l 9r >r 
ret r 9r 
sil .pau tc kc .garbage 

Table 1. Broad class names and phonemes in each broad 
class. The "_1" and "_f' notation in the broad class name 
indicate whether the context occurs to the left or right of 
the phoneme. 

The motivation for using the PHON set of categories 
was that the phoneme-specific differences in a particular 
context may provide additional information about the 
word. The motivation for using the BC set of categories 
was the belief that the phoneme-specific differences within 
one broad class are minimal, and that trying to determine 
minor phonetic differences in multi-speaker data might be 
difficult; the reduction in the number of categories to be 
learned may make training easier. 

6.5. Amount of Data 
We trained all of the systems described above on hand-
labeled data using as many as 2000 samples per category. 
Using the best duration, garbage, and category models, we 
then trained networks on the 10 feature sets with all 
available hand-labeled data. 

The motivation for this comparison was to estimate the 
effect on recognition performance when the amount of 
training data is increased. 

6.6. Forced Alignment Training 
Training on force-aligned data often results in improved 
recognizer performance because the sub-phonetic category 
alignments are determined from the speech data rather than 
by simply dividing the duration of a phonetic label into 
halves or thirds. Furthermore, it allows training on all 

Australian Journal of Intelligent Information Processing Systems Summer 1998 



282 

available training data, instead of just the available hand-
labeled training data. The best network from Section 6 
was used to force-align all training data, and a forced-
alignment system, called FA , was trained from these data. 

6.7. Forward-Backward Training 
In addition to forced-alignment training, it is possible to 
use the forward-backward method to train neural networks 
[18]. We trained with this method for 45 iterations, using 
the FA recognizer as a starting point, and created a 
recognizer called FB. This was the recognizer on which 
test-set evaluation was done. 

6.8. Evaluation Methodology 
Due to the large number of possible combinations of tests, 
we conducted the evaluation using the following 
methodology: 
l. Create the baseline system as described in Section 5, 

to confirm that the results of this recognizer are 
comparable to the results of the March 1998 CSLU 
Toolkit digits recognizer. 

2. Train and evaluate the 10 sets of features with 2000 
samples per category and the phoneme-specific 
category model, using the four duration models and 
two grammar models in combination (80 systems 
trained with up to 2000 samples per category, 
evaluated on the development set). 

3. Using the best duration and grammar models from 
Step 2, train and evaluate the broad-class category 
model with the 10 sets of features (an additional 10 
systems, trained with up to 2000 samples per category 
and evaluated on the development set). 

4. Using the best category, duration, and grammar 
models from Step 3, train networks with the 10 feature 
sets on all available hand-labeled data, to study the 
effect of the amount of data (an additional 10 systems, 
trained with all hand-labeled training data and 
evaluated on the development set). 

5. Using the best network from Step 4, do forced-
alignment and forward-backward training (an 
additional 2 systems, trained with all training data and 
evaluated on the development set). 

6. Select the best network from Step 5 and perform test-
set evaluation (final evaluation of best system). 

For evaluating the final recognition system and the 
baseline system on the test set, we computed the 
significance level using McNemar's test [22] (at the 5% 
level) and confidence intervals for both systems (at 95%). 
For computing the confidence intervals, we divided the 
test set into ten subsets (with approximately 217 utterances 
per subset) and determined the recognition accuracy on 
each of these subsets. 

7. Results 
The baseline system that we trained had word-level 
accuracy of 94.54% and sentence-level accuracy of 
80.61%, which is comparable to the performance of the 
digits recognizer in the March 1998 release of the CSLU 
Toolkit, with 94.63% word accuracy and 82.27% sentence 
accuracy. A significant difference between the two 

systems can not be claimed for the sentence-level results at 
the 5% level (P=0.44). 

For the next set of experiments, statistical significance 
testing was not done, because our goal was to measure 
improvement of a final system that employs all of the best 
available features; our goal was not to test whether the 
features that we selected as best can be considered 
significantly better3. Significance testing was done on the 
final system. 

Figures 1 shows the results of the 10 feature sets 
evaluated on the four duration models with the SIL 
grammar. Figure 2 shows the results of the 10 feature sets 
evaluated on the four duration models with the GAR 
grammar. It is immediately obvious that the 2SD duration 
model yields lower word-level accuracy than the other 
duration models for all ten feature sets and two grammars. 
It can also be seen by comparing Figures 1 and 2 that the 
GAR grammar has better results than the SIL grammar for 
all ten features and four duration models. The average 
word-level results for the 2SD, 2P, 5P, and 8P duration 
models with the GAR grammar are 94.54%, 96.51%, 
96.37%, and 95.88%, and so the GAR grammar with the 
2P duration model was selected as the best combination. 
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Figure 3: Word-level accuracy results for each of the 10 
features using the four duration models with the SIL 
grammar. The horizontal axis codes are explained in 
Section 6.l. The black bar is for the 2SD limits, the white 
bar is for the 2P limits, the dark-gray bar is for the SP 
limits, and the light-gray bar is for the 8P limits. 
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Figure 4: Word-level accuracy results for the same 10 
feature sets as in Figure 1, using the same four duration 
models but with the GAR grammar. 

3 If statistical significance is not found, then significance can not 
be detected, which is different than the difference being 
insignificant. 
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Figure 5 shows the word-level performance of the BC 
and PHON category models for the ten feature sets (using 
the GAR grammar and 2P duration limits). The BC 
recognizer had 149 outputs, and the PHON recognizer had 
218 outputs. It can be seen that the recognizers trained 
with the PHON categories had results consistently better 
than the recognizers trained using the BC categories, with 
an average 14% reduction in error. As a result, the PHON 
categories were selected as best. 

Figure 6 compares the word-level performance of the 
recognizers trained using up to 2000 samples per category 
(177560 vectors, with an average of 814 samples per 
category) with the recognizers trained using all available 
hand-labeled data (402493 vectors, with an average of 
1846 samples per category). The recognizers trained using 
all available data had, on average, a 7% reduction in error 
with 2.27 times the amount of training data. The feature 
set with the best performance on all training data was 
PLP13D, and so this set was used for subsequent 
experiments. 
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Figure 5: Word-level accuracy results for the same 10 
feature sets as in Figure 1 (using the GAR grammar and 2P 
limits), comparing the PHON categories (dark bar) with 
the BC categories (light bar). 
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Figure 6: Word-level accuracy results for the same 10 
feature sets as in Figure 1 (using the GAR grammar, 2P 
limits, and PHON categories), comparing the recognizers 
trained with 2000 samples per category (dark bar) and 
recognizers trained with all hand-labeled data (light bar). 

Given the results of these experiments, the best set of 
parameters was determined to be the GAR grammar that 
allows optional garbage between words, the 2P duration 
limits which are computed from the 2"d percentile of 
duration values, the use of all available data, the PHON set 
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of phoneme-specific categories, and 131h order PLP 
coefficients with their delta values. The system trained 
with these features on all available hand-labeled data had 
97.06% word accuracy and 88.65% sentence accuracy on 
the development set. 

For forced-alignment training, an average of 7676 
samples per category were available. The development-set 
results from forced-alignment training were 97.56% 
(word) and 89.83% (sentence). Finally, the development-
set results from forward-backward training were 97.56% 
(word) and 89.60% (sentence). 

The results of test-set evaluation are summarized in 
Table 2. The 91.24% sentence-level result on 2169 files 
(12437 words) is significantly better than the 80.08% 
baseline result (P<0.01), and the confidence interval is 
±0.73% for the baseline recognizer and ±0.71% for the 
new recognizer. 

System Word Sentence Confidence Reduction 
Accuracy Accuracy_ Interval in Error 

Baseline 94.65% 80.08% 94.65±0.73% nla 
New 97.52% 90.36% 97.67±0.71% 56% 

Table 2: Test-set results for the basehne system and the 
new system, where the new system was trained with the 
set of best parameters as determined from the 
experiments in this paper. Evaluation was done on 2169 
utterances (12437 words). 

8. DISCUSSION 
The results indicate that changing the grammar and 

duration limits had the greatest effect on recognizer 
performance, and that forced alignment of all data had the 
second-greatest effect. 

The use of all available hand-labeled data, the type of 
categories, and the choice of features yielded smaller 
improvements. For the choice of features, the use of 13 
cepstral coefficients and delta features often yielded a 
small improvement over the use of 9 coefficients and no 
delta features. This suggests that the extra cepstral 
coefficients and delta features do in fact provide useful 
information, although the differences in performance are 
overshadowed by other factors. The combination of PLP 
and MFCC features did not yield a noticeable, consistent 
improvement over the use of delta features with either 
MFCCorPLP. 

The combination of all best feature sets and models, as 
well as forced-alignment training, did result in a 
statistically significant 50% reduction in test-set error. 
Rather than one factor being principally responsible for the 
improvement, it seems that the duration limits, grammar, 
amount of data, and forced-alignment training were all 
effective in contributing to the final performance. The 
forward-backward training did not improve performance in 
this experiment, but it should be noted that in a previous 
experiment on the same development set [21], forward-
backward training did result in a 23% reduction in error. 

The run-time complexity of the final system is the 
same as for the baseline system; both run in approximately 
real-time and have the same network configuration. 
Training time has been increased, simply because more 
training data is used for forced alignment and the forward-
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backward method requires another cycle of network 
training; in many cases, the improvement in results would 
justify this additional training time. 

For those who would like to replicate our results or try 
further experiments, both the OGI Numbers corpus and the 
CSLU Toolkit can be downloaded from 
http://cslu.cse.ogi.edu/ (free for academic use). 
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